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0. Introduction1

You are a shipowner. One day you are standing on the dock by your vessel,
admiring the raging sea, when you notice that a small craft carrying nine people
has capsized. Your ship can carry them all to safety, and if you do not rescue
them, they will surely die. If you attempt to rescue them and your ship is not
seaworthy, you will die along with them, but happily, you are almost certain that
it is seaworthy. And even more happily, you have just enough time to perform a
small test to verify its seaworthiness before deciding whether to make the rescue
attempt. Should you perform this test?

This paper is about the rationality of gathering more evidence before
making a decision. There are really two questions here. One is a question about
instrumental rationality: ought we, as agents concerned with taking the means
to our ends, look for more evidence before making a decision? From the point
of view of instrumental rationality, should you perform the test? The other is a
question about epistemic rationality: ought we, as agents concerned with truth
or knowledge, look for all the available evidence? From the point of view of
epistemic rationality, should you perform the test?

Of course, these questions are related. In a classic paper, I.J. Good argued
for an affirmative answer to the epistemic question by arguing for an affirmative
answer to the practical question. He showed that as long as making a new
observation is cost-free, it always maximizes expected utility to do so before
making a decision.2

We have long had experimental evidence that people do not maximize
expected utility. In particular, many people do not maximize expected utility
because they take risk into account in a way that diverges systematically from
expected utility theory: they are risk-averse in a sense ruled out by the theory.3 So
much the worse for these people, you might say: they are not behaving rationally.
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I happen to think they are, but even if they are not, there is still a question of
how they should act given their attitude towards risk. Regardless of whether their
risk aversion is rationally permissible, they face the following question: given that
I am risk-averse, when should I look for new evidence before making a decision?

I will show that in certain situations, risk-averse decision makers should not,
from the point of view of instrumental rationality, look for more evidence before
making a decision. I will explain the structure of these situations and say why
risk-averse agents should not look for more evidence when in them. I will then
discuss the implications of this fact for epistemic rationality.

The paper will proceed as follows. After outlining the principles at stake,
I will explain Good’s argument and his accompanying theorem. Next, I will
present a challenge to the claim that (instrumentally) rational agents maximize
expected utility, and I will present an alternative theory, a generalization of
expected utility maximization, which I claim is superior to expected utility
theory both as a descriptive and as a normative theory. I will then characterize
the situations in which these non-expected utility maximizers should refrain
from looking for further evidence, even if that evidence is cost-free: these are
situations in which the risk of “misleading” evidence — a concept that has
both instrumental and epistemic senses — is not offset by the gains from the
possibility of non-misleading evidence. Next, I will discuss what bearing the
existence of these situations has on epistemic rationality: I argue that although
they undermine an instrumental argument for the epistemic principle that one
ought to look for more evidence, such arguments are flawed to begin with.
Furthermore, these situations show us that our epistemic and our practical goals
sometimes point us in different directions, and not merely because of our limited
resources or because our desires are sometimes best served by being in particular
epistemic states (such as having a belief that practically benefits us regardless of its
truth).

I should be clear from the outset that I am dealing with a conception of
epistemic rationality on which beliefs come in degrees and obey the laws of
probability.4 On this conception, epistemic rationality involves (at least) being
coherent, proportioning one’s beliefs to the evidence, and altering one’s beliefs
in response to — and only in response to — evidence that bears on those beliefs.
I should also add that this paper contains some formal machinery essential
to making my point clearly. A reader who is not technically inclined can skip
particular sections (which I will flag) and still understand the broader points
about instrumental and epistemic rationality.

1. The Principle of Total Evidence

The principle of total evidence will occupy a central place in this paper. This
principle was originally identified by Carnap and Hempel, and Good formulates
it as “the recommendation to use all the available evidence when estimating a
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probability.”5 Good argues for this recommendation with the caveat that it holds
true only as long as the cost of using the available evidence is negligible; more
generally, he argues for the following principle:

LOOK & USE: Whenever cost-negligible evidence is available, one ought to
gather the evidence and use it in forming one’s beliefs.

This principle, however, contains an ambiguity: “ought” can be interpreted as
the ought of instrumental rationality or as the ought of epistemic rationality. In
addition, there has been some debate about whether, when discussing the princi-
ple of total evidence, “available” evidence means evidence that one already has in
one’s possession or evidence that is out there in the world and accessible in some
way.6 I will sidestep this debate by separating the principle into two components:
one about gathering evidence and one about taking evidence into account in one’s
reasoning. Those who think that “available” encompasses more evidence than
one already possesses will take the principle of total evidence to require both
components, whereas those who advocate the narrower reading will take it to
require only the latter.7 Here is the first component, formulated alternately as a
principle of epistemic rationality and as a principle of instrumental rationality:

LOOK-E: From the point of view of epistemic rationality, whenever cost-
negligible evidence is available, one ought to gather the evidence.

LOOK-I: From the point of view of instrumental rationality, whenever cost-
negligible evidence is available, one ought to gather the evidence.

Here, evidence is available just in case one could perform some action so as
to have the evidence in one’s possession. “Gathering the evidence” is meant
to encompass a wide range of actions: performing an experiment, making an
observation, and so forth. We might instead use the formulation “whenever
a new observation can be made at negligible cost, one ought to make the
observation.” The “cost” of gathering evidence is also meant to be interpreted
broadly, including, e.g., monetary costs, the costs of calculation and of delaying a
decision, opportunity costs, and so forth. The second component of the principle,
again in both the epistemic and instrumental formulation, is:

USE-E: From the point of view of epistemic rationality, one ought to use all
the evidence one possesses when forming one’s beliefs.

USE-I: From the point of view of instrumental rationality, one ought to use
all the evidence one possesses when making a decision.

Here, to use one’s evidence is to take it into account by updating one’s beliefs
in light of it, rather than, say, to ignore it by not altering one’s beliefs. One
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difference between LOOK and USE is that the former involves acting on or
altering the world and the latter involves altering one’s own mental state in
response to the world.8 There may be some fuzzy cases — for example, does re-
membering something involve altering the world or one’s own mental states?9 —
but I take it there is a natural distinction between these two types of actions.

I will make use of one final distinction, which I will introduce by way
of describing a case that presents a challenge to LOOK-I. Thomas Kelly
(2002) considers an individual who believes just those propositions which it is
epistemically rational for her to believe at any given time, but who would derive
a high utility from having a particular belief (say, a belief that X), perhaps for
Pascalian reasons. Kelly points out that such an individual (instrumentally) ought
to adopt a policy of looking for evidence bearing on X whenever her present
evidence is unfavorable, and of refraining from looking for evidence bearing on X
whenever her present evidence is favorable.10 This case points to a way in which
instrumental rationality bears on belief-forming practices when an agent attaches
value to holding particular beliefs. However, I want to consider “cleaner” cases,
in which it does not serve any of the agent’s instrumental goals to be in some
particular belief state just for the sake of being in that state. Here we might make
use of Derek Parfit’s distinction between object-given reasons and state-given
reasons: roughly, object-given reasons for belief are reasons to adopt a belief
that stem from facts about the belief’s object (e.g. we have reason to believe that
p because �that p� is well-supported by the evidence), and state-given reasons for
belief are reasons to adopt a belief that stem from the benefits of holding that
belief (e.g. we have reasons to believe that p because believing that p would have
good effects).11 While I do not have a precise way to cash out this distinction, I
want, as much as I can, to focus on cases in which there are no rewards for being
in a particular belief state aside from rewards that might naturally accompany
believing true things, such as being better situated in the world or being better
able to make decisions.

I. J. Good starts from what he calls “the principle of rationality”, which says
that (instrumentally) rational decision makers maximize expected utility (this is
the standard formal principle of instrumental rationality). Let me briefly describe
what this means. Assume every act can be thought of as a gamble whose result
is determined by the state of the world: e.g., an act A is the gamble that yields
outcome O1 in state S1, O2 in state S2, etc. As an example, consider the decision
not to carry an umbrella to work: this can be thought of as a gamble that results
in your getting wet in the event that it rains and your staying dry in the event
that it does not rain. If an agent attaches to every outcome O a particular utility
value u(O) that measures how much he values that outcome, and assigns a degree
of belief to each event, then we can calculate the expected utility of an act {O1

if S1, O2 if S2, . . . , On if Sn}: its expected (i.e. mathematical average) utility is∑
i p(Si )u(Oi ). To indicate that the outcome depends on the act chosen, I will

sometimes write this as
∑

i p(Si )u(Oi (Aj )), where Oi(Aj) is the outcome of act
j in state i. Expected utility theory (or “the principle of rationality”) says that
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of two acts, an instrumentally rational agent prefers the one with the higher
expected utility value.

What Good shows is that, when you are making a decision, it always
maximizes expected utility to make a new observation and use it to update
your beliefs before making the decision — provided the cost of making the
observation is negligible. In my terminology, Good argues from expected utility
theory to LOOK & USE (with an instrumental interpretation of “ought”). On
Good’s understanding of the principle of total evidence, the principle of total
evidence is what I call USE-E, which he appears to think follows from the
instrumental LOOK & USE (as a special case).

I will go through Good’s Theorem in detail. But before I do, it will be
helpful to characterize the choice situations that I will be discussing in this
paper. Specifically, I am interested in choices between two actions, call them A
and ∼A, such that one (A) is risky in the sense that it will turn out well given
some state of affairs X but will turn out poorly given ∼X, and the other (∼A) is
middling either way: it turns out worse than well, but better than poorly, whether
X or ∼X (where “well” and “poorly” pick out the values of A if X and of A if
∼X, respectively). To make my discussion precise, I will deal with a situation in
which the payoffs are as follows:

u(A & X) = 10 u(A & ∼X) = 0 u(∼A & X) = u(∼A & ∼X) = 1

Represented in matrix form:

X ∼X

A 10 0
∼A 1 1

Additionally, I will assume that the agent has degrees of belief p(X) = 0.9 and
p(∼X) = 0.1 when he initially encounters the choice between A and ∼A.

These values might describe the decision faced by the shipowner mentioned
above, where X is the proposition that the ship is seaworthy; A is the action of
attempting a rescue, which has utility 10 (you and the nine passengers survive)
if your ship is seaworthy and utility 0 (all ten of you die) if your ship is not
seaworthy; and ∼A is the option of not attempting a rescue, which has utility
1 (the nine die, but you survive) regardless of whether your ship is seaworthy.
We can think of other examples of choice situations, important or mundane,
that could have this structure: for example, X is the proposition that a particular
person would make a good spouse and A is the action of marrying that person; X
is the proposition that God exists and A is some supererogatory religious action,
such as becoming a monk; X is the proposition that your leftover gourmet dinner
has not gone slightly bad, and A is the action of eating it; X is the proposition
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that the spot right in front of the concert hall is a legal parking spot, and A is
the action of parking there; and so forth.12 Of course, this is a simplification —
in reality, there may be many other propositions that you are uncertain about
whose truth is relevant to a decision — but it gives the reader an idea of the kind
of situation I am interested in.

Now let’s make our question explicit. You are in one of these situations, and
you have an opportunity to perform an experiment that bears on the truth of
X before deciding between A and ∼A; furthermore, the experiment comes at no
cost (no monetary cost, no cognitive cost, no cost from postponing the decision).
Should you perform it?

If you are an expected utility maximizer, you should. As Good shows, the
expected utility of whatever choice you make now will be less than (or equal
to) the expected utility of performing the experiment, updating your beliefs, and
then making a choice. I now turn to Good’s mathematical argument for this
conclusion.

2. Good’s Argument

(The reader who is less interested in the formal material can skip this section.)
To see in what sense performing an experiment maximizes expected utility, it is
helpful to understand Good’s setup in detail. An agent’s expected utility without
performing an experiment or making an observation is simply that of the act
with the highest expected utility, given his current degrees of belief. For example,
if the agent is choosing between three acts, A1, A2, and A3, we can calculate
the expected utility of each act: the expected utility of act Aj is the sum of the
utility values of performing Aj in each possible state, each value weighted by
the probability of that state obtaining: EU(A j ) = ∑

i p(Si )u(Oi (A j )). A rational
agent will choose whichever of the three acts has the highest expected utility,
so his expected utility in this position (without performing an experiment) is
just the expected utility of the act he chooses, or the maximum expected utility
among the acts: EU(NO EXPERIMENT) = max j

∑
i p(Si )u(Oi (A j )). Now we

want to calculate the expected utility of performing the experiment to see how it
compares to this value. If the agent performs the experiment and then updates
his degrees of belief based on the result of the experiment (we can think of
each potential result as a potential piece of evidence), he will then have one
of several potential probability distributions. We can calculate the expected
utility of A1, A2, and A3 on each of these probability distributions to determine
which act has the highest EU on each one; in other words, we can determine
which act the rational agent will perform given each possible result. For each
possible result of the experiment, the utility of getting that result and using
it will be the expected utility of the act the agent will perform if he gets that
result. Formally, for each result Ek, the expected utility of using evidence Ek

is max j
∑

i p(Si | Ek)u(Oi (A j )). We can then calculate the expected utility of
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performing the experiment by taking the utility value of getting each result,
weighting each value by the probability of getting that result, and summing these
terms: EU(EXPERIMENT) = ∑

k(p (Ek) max j
∑

i p (Si |Ek) u(Oi (A j ))). Good
proves that unless the act recommended is the same no matter what the result
of the experiment is — that is, unless the same act maximizes expected utility
for each Ek — then this value is always higher than the agent’s expected utility
without performing the experiment (if the act recommended is the same, the two
values are equal). In other words, it is always rational to make a new observation
and use it.

For example, consider the shipowner, with p(X) = 0.9. He is considering
whether, before deciding to attempt or not attempt a rescue, to perform a simple
test: say, to test for rot on a small part of the ship. Let us assume that his degrees
of belief obey the probability calculus and that he has the following degrees of
belief in the test yielding one of two results, that part is not rotten (R) or that
part is rotten (∼R), and degrees of belief in the relationship between X and the
results:13

p(X) = 0.9 p(X | R) = 0.99 p(X | ∼R) = 0.05 p(R) ≈ 0.904

p(∼X) = 0.1 p(∼X | R) = 0.01 p(∼X | ∼R) = 0.95 p(∼R) ≈ 0.96

We want to know whether the agent should make the decision now, or
perform the experiment before making the decision, assuming that performing
the experiment has no cost. If he makes the decision now, his expected utility
values are:

EU(A) = (0.9)(10) + (0.02)(0) = 9

EU(∼A) = (0.9)(1) + (0.02)(1) = 1

So he will do A, with expected utility 9. On the other hand, if he were to carry
out the experiment and find that R (which we might call the “positive result,”
since it is a result in favor of the claim he is already inclined towards believing),
and then update on the basis of this evidence, his expected utility values would
be:

EU(A) = (0.99)(10) + (0.01)(0) = 9.9

EU(∼A) = 1

And if he were to carry out the experiment and find that ∼R (the “negative
result”), and then update on this evidence, his expected utility values would be:

EU(A) = (0.05)(10) + (0.95)(0) = 0.5

EU(∼A) = 1
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So, if he carries out the experiment and finds that R, then he will do A, with
expected utility 9.9, and if he carries out the experiment and finds that ∼R, then
he will do ∼A, with expected utility 1. Since he will find that R with probability
0.904, and find that ∼R with probability 0.096, the expected utility of performing
the experiment is:

EU(E) = (0.904)(9.9) + (0.096)(1) ≈ 9.05

This is higher than the expected utility of doing A without performing the
experiment (9). Therefore, he should perform the experiment. As the theorem
predicts, it is better to perform the experiment, provided the cost of doing so is
negligible.

What if the experiment is such that it won’t influence what the agent will do?
In this case, the expected utility of performing the experiment and then making
a decision about what to do is equal to the expected utility of deciding without
performing the experiment (see Appendix A for an example). This is because the
formula for the expected utility of performing an experiment if one is going to
do A either way is simply a rearrangement of the terms of the formula for the
expected utility of doing A without performing the experiment. So, if the agent
will do the same act either way, then (as long as the experiment has no cost), he
will be indifferent between performing the experiment and not performing it.

3. Risk and Instrumental Rationality

Expected utility (EU) maximizers will always perform cost-free experiments.
But there is evidence to suggest that most people in fact are not EU maximizers.
In this section, I will present two examples of choice situations in which many
people are inclined to make a choice that does not maximize expected utility,
outline an alternative theory of how people view and value their options, and
then briefly discuss how this relates to rational decision making.14

The first example is Allais’s now-classic paradox.15 People are asked their
preferences between the following two gambles:

L1: $5,000,000 with probability 0.1, $0 with probability 0.9.

L2: $1,000,000 with probability 0.11, $0 with probability 0.89.

They are also asked their preferences between the following two gambles:

L3: $1,000,000 with probability 0.89, $5,000,000 with probability 0.1, $0 with
probability 0.01.

L4: $1,000,000 with probability 1.
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Most people choose L1 over L2 and L4 over L3. However, these preferences are
inconsistent with maximizing expected utility: there is no assignment of utility
values to dollar amounts such that L1 has a higher expected utility than L2 and
L4 has a higher expected utility than L3.16

These choices are robust. People tend not to change their preferences even
when it is pointed out to them that they violate a particular postulate of EU
theory.17 Still, one might wonder whether people aren’t simply being “tricked”
by large amounts of money or small differences in probabilities. So I will present
a second example that doesn’t involve either of these features.

Some goods are dependent in the sense that the value of having one good
depends on whether or not you have the other. For example, a left-hand glove is
more valuable if you have a right-hand glove, and vice versa. Other goods are not
like this: plausibly, the value to you of a rare stamp is not affected by whether you
have a pair of gloves or not. We might formally represent independence in this
sense by saying that two goods are independent just in case the utility difference
that having one makes is the same whether or not one has the other: u(A&B) −
u(A&∼B) = u(∼A&B) − u(∼A&∼B).18 Take two goods that are independent
for you in this sense (I will use a rare stamp and a pair of gloves because I
find them to be independent for me). Then consider your preference between the
following two deals, where the outcome is determined by flipping two fair coins,
so that all four states are equally likely:

1st coin Heads 1st coin Heads 1st coin Tails 1st coin Tails
2nd coin Heads 2nd coin Tails 2nd coin Heads 2nd coin Tails

Deal 1 Stamp Stamp and Gloves Nothing Gloves
Deal 2 Stamp Stamp Gloves Gloves

I myself prefer deal 2, and I’ve found anecdotally that most people tend to have
this preference. But any preference besides indifference between the two deals
violates expected utility theory, since if the goods are independent, then the two
deals have the same average value.19

Both of these examples seem to show that people are sensitive to features
of gambles other than their average values. Specifically, many people seem to be
sensitive to the minimum value a gamble might yield, preferring (when average
values are equal, and sometimes when they are not) a gamble with a higher
minimum value. There are several ways in which we might modify expected
utility theory to take this into account. I will briefly outline my preferred theory.

For simplicity, consider a gamble with only two possible outcomes, e.g., the
gamble {O1 if S, O2 if ∼S}, where u(O2) ≤ u(O1). The expected utility of this
gamble is p(S)u(O1) + p(∼S)u(O2). This is equivalent to u(O2) + p(S)[u(O1) −
u(O2)]. In other words, it is equivalent to taking the minimum value the gamble
might yield, and adding to it the potential gain over the minimum (the interval
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between the good option and the bad option), weighted by the probability of
receiving that gain.

However, when aggregating value, there seems to be a wide range of
attitudes that people could take towards the possibility of getting more than
some minimum amount: if a person is averse to risk, the possibility of getting
more than the minimum might not add very much to the value of a gamble.
On the other hand, if a person seeks risk, that same possibility (with the same
probability) might add a lot to the value of that gamble. This might be true
not because these agents finds taking risks unpleasant or exciting. Rather, when
thinking about what means to take to one’s ends, there is no objective fact about
whether, say, performing some action with a high probability of a modest reward
is better (from the point of view of ending up with more of what one values)
than performing some action with a low probability of a massive reward. That
is, an agent might have purely instrumental reasons — reasons arising only from
the consequences of his actions — to take a gamble with a higher minimum but
a lower average value, not because he has any special reason not to be an EU-
maximizer, but because there is no objective answer to the question of how one
ought to aggregate value. It is a subjective matter: it is up to the agent himself
whether he cares about the minimum, the average, or other “global features” of
a gamble, when his only goal is getting what he wants.20

We might take this into account by allowing that agents take the minimum
value a gamble might yield, and add to it the potential gain over the minimum,
weighted by a function of the probability of receiving that gain (instead of
this bare probability) — a function that measures an agent’s attitude towards
risk. If the function has a high value for a particular probability, then the
possibility of improving over the minimum (by that probability) will count for a
lot in the agent’s estimation of the gamble, and if it has a low value, then this
possibility will not count for very much. Put formally, we might calculate the risk-
weighted expected utility (REU) of a gamble {O1 if E, O2 if ∼E} to be u(O2) +
r(p(E))[u(O1) − u(O2)], where r is the agent’s “risk function” or “weighting
function,” adhering to the constraints r(0) = 0, r(1) = 1, r is non-decreasing, and
0 ≤ r(p) ≤ 1 for all p.

We can naturally extend this theory to evaluate gambles with more than two
possible outcomes. I don’t have space to justify it here, but the basic idea is that
the value of a gamble for an EU maximizer is determined like this. Start with the
minimum value. Next, add the interval difference between this value and the next
highest value, weighted by the probability of improving by at least that much.
Then add the interval difference between this value and the next highest value,
weighted by the probability of improving by at least that much. And so forth.
The value of a gamble for the REU maximizer is determined by following this
same procedure but instead weighting by a function of the probability at each
juncture. So the gamble {O1 if S1; O2 if S2; . . .; On if Sn}, where u(O1) ≤ · · · ≤
u(On), will have:
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EU = u(Oi ) +
(

n∑
i=2

p(Si )

)
(u(O2) − u(O1))

+
(

n∑
i=3

p(Si )

)
(u(O3) − u(O2)) + · · · + p(Sn)(u(On) − u(On−1))

REU = u(Oi ) + r

(
n∑

i=2

p(Si )

)
(u(O2) − u(O1))

+ r

(
n∑

i=3

p(Si )

)
(u(O3) − u(O2)) + · · · + r (p(Sn))(u(On) − u(On−1))

This theory has a number of benefits. First, the value of a gamble is always at
least its minimum and at most its maximum, and improving the probability of
getting a good outcome never makes a gamble worse. In addition, the familiar
decision rules maximin and maximax, as well as EU maximization, are special
cases of this theory.21 It also allows for the patterns of preferences in the cases
mentioned above, as well other patterns of preference that violate EU theory.22

Finally, empirical evidence suggests that this is similar to the way agents actually
value gambles.23

Risk aversion is used as a technical term in expected utility theory to indicate
a diminishing marginal (concave) utility function. I think that allowing that an
agent might value a gamble less if it has the same average utility but a lower
minimum better captures the psychological phenomenon of risk aversion than
a diminishing marginal utility function does. However, I will not enter into this
debate here. Instead I will use the term risk-avoidance in the theory I present
so as to not confuse the reader.24 Formally speaking, a risk-avoidant agent is
an agent with a convex risk function: an increase in the probability of a good
outcome is of more value the higher the probability that outcome already had of
obtaining. In intuitive terms, a risk-avoidant agent aims at decreasing the spread
of possible value.

I won’t argue here for my non-expected utility theory over other non-
expected utility theories.25 Indeed, although the examples I will discuss depend
on the theory I champion in the sense that the conditions I will spell out (under
which an agent should not look for further evidence) assume it, the upshot of
these examples does not depend on my theory in particular. This is because they
point to a general phenomenon for which analogous examples could be found
in other non-expected utility theories that take account of risk attitudes. What
is crucial is that my theory allows that decision makers aggregate the possible
values of the consequences of an action in ways other than by simply taking the
mathematical expectation of those possible values. More specifically, it allows
us to represent a particular type of agent — a risk-avoidant agent — who is
not willing to accept the possibility of a loss in exchange for an equivalently-sized
possibility of a gain.
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Before getting to the relationship between risk avoidance and evidence
seeking, let me say one final thing about risk aversion and rationality. It is my
view that agents who can be represented by my theory are rational, in the same
sense of rationality — instrumental rationality — that expected utility theorists
take their theory to elucidate. In other words, I think that EU theory is too
narrow for its intended purpose (though I think that EU-maximization, a special
case of REU-maximization, is rationally permissible). I argue elsewhere for this
thesis.26 For those who agree with me, this paper will outline the situations in
which particular rational agents should not look for more evidence. However,
this paper will also be useful to those who are inclined to think that theories like
mine are theories of predictable irrationality. First, this paper outlines what it is
rational for agents to do, holding fixed their risk avoidance: it is, if you like, a word
of caution outlining the situations in which agents who are predictably irrational
are thwarted by their risk avoidance as well as how they can avoid being further
thwarted. Second, it identifies an interesting relationship between risk avoidance
and the question of whether looking for evidence improves one’s position with
respect to decision making. In doing so, it makes clearer how the possibility
of new evidence changes one’s decision making situation. (Notwithstanding this
caveat, it should be noted that I will refer to risk avoidance as instrumentally
rational in what follows).

4. Risk avoidance and evidence seeking

The aim of this section is to formally characterize situations in which risk-
avoidant agents should not look for further evidence (or perform an additional
experiment) before making a decision; that is, to show that LOOK & USE,
formulated about instrumental rationality, is false for risk-avoidant agents.27

Since the next section will explain the reasons for these results in non-technical
language, the reader who is less interested in formal material can again skip this
section.

Let us see how Good’s framework can be adapted for the REU maximizer
who is considering whether to perform an experiment before making a decision.
Again, the agent’s REU before performing an experiment is the REU of the act
with the highest REU, given his current degrees of belief: maxj REU(Aj | p).28

In our example, this is max{0 + r(p(X))(10), 1}. And the agent’s REU if he gets
result Ek is going to be maxj REU(Aj | pEk). In our example, this is max{0 +
r(p(X | R))(10), 1} if he finds that R and similarly for ∼R. Recall from the
discussion in section 2 that once we knew the EU of each result, we could treat
the decision to perform the experiment as a gamble that yields maxj EU(Aj |
pEk) with probability p(Ek), and calculate the expected utility of this gamble.
However, we cannot do that here: whereas the expected utility of a gamble that
yields, with probability p, an outcome of utility a, is equal to the expected utility
of a gamble that yields, with probability p, another gamble with expected utility
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a (assuming this gamble is identical elsewhere), it is not the case that the REU of
a gamble that yields, with probability p, an outcome of utility a is equivalent to
the REU of a gamble that yields, with probability p, another gamble with risk-
weighted expected utility a (and that is identical elsewhere). This is because the
contribution a particular subgamble makes to the overall value of the gamble
will depend on the other subgambles it is paired with — and this in turn is
because the global properties a subgamble helps the gamble instantiate (like the
minimum) depend on the other subgambles it is paired with. So we need to
examine the rationale for Good’s setup more closely, in order to figure out how
the REU maximizer will evaluate the act of performing an experiment.

The idea that Good’s framework captures is that performing an experiment
makes an agent’s payoff depend not just on the state of the world in question (e.g.
on X or ∼X), but on the experimental result; and it depends on the experimental
result precisely because the experimental result helps to determine what the agent
will do, because it helps to determine what it is rational for the agent to do. So
we can consider the decision to perform the experiment as a gamble with nm
states, where m is the number of possible states Si relevant to the decision, and
n is the number of possible results of the experiment Ek. For example, if there
are two relevant states (X and ∼X), and two possible results (R and ∼R), then
there are four possible states: R&X, R&∼X, ∼R&X, and ∼R&∼X. If the agent
finds that R, he will do the act that maximizes his REU given that result; that
is, the act Aj such that REU(Aj | pR) — the risk-weighted expected utility of act
Aj assuming the agent has degree of belief function pR, the function derived by
updating p by conditionalizing on R — is the highest. And if it is true that X,
then he will get the utility that this action yields in state X.29 So, in our example,
if the agent finds that R and does A, he will get 10 utils if X and 0 utils if ∼X;
and if he finds that R and does ∼A, he will get 1 util either way; similarly if he
finds that ∼R. And his decision about what to do will depend in the former case
on the REU of the two actions, calculated using p updated on R; and in the
latter case on the REU of the two actions, calculated using p updated on ∼R.

We can calculate how an agent with the above probability and utility
functions, but who is risk-avoidant with, say, r(p) = p2, will react when faced with
a decision about whether to look for more evidence or not. The REU of doing
A without performing an experiment is 8.1.30 Whether looking for evidence has
a higher REU turns out to depend on the particular experiment. For example,
consider the experiment which yields R or ∼R, and consider the experiment
which yields Q or ∼Q, about which the agent has the following degrees of belief:

p(X | R) = 0.99 p(∼X | ∼R) = 0.95

p(X | Q) = 0.99 p(∼X | ∼Q) = 0.8

Perhaps this second experiment involves testing for rot on a part of the ship that
is especially prone to rot but has little to do with the structural integrity of the
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ship, so finding rot (∼Q) tells less conclusively against X. If the agent performs
the first experiment (which yields R or ∼R), the agent will do A if he finds that
R and ∼A if he finds that ∼R, so he will get utility 10 in state R&X, utility 0 in
state R&∼X, and utility 1 in state ∼R&X and in state ∼R&∼X. And similarly
for the second experiment. The REU of performing the first experiment is 8.2,
so the REU maximizer should perform this experiment (when given a choice
between performing it and not performing any experiment); but the REU of
performing the second experiment is 7.9, so he should not perform it (when
given a choice between performing it and not performing any experiment). Note
that the difference between these two experiments is that the “negative result” in
the first experiment (∼R) tells more strongly in favor of ∼X than does the “negative
result” in the second experiment (∼Q). More on the significance of this difference
this in the next section.

In general, assume that an agent is risk-avoidant and antecedently prefers an
act A that will turn out well if X is true and poorly if X is false to an act ∼A that
will turn out middling either way. If no result of a particular experiment could
lead him to change his mind about what to do, then the risk-weighted expected
utility of performing the experiment before deciding will be the same as that
of not performing the experiment (namely, REU(A | p)).31 Thus, the following
two conditions must hold in order for the agent to prefer not performing some
experiment with possible results E and ∼E: (1) If the agent finds that ∼E, the
agent will prefer ∼A; and (2) The risk-weighted expected utility of doing A
regardless of the experimental result is greater than that of doing A if E and
doing ∼A if ∼E. Formally, these conditions become, where H is the high value
of action A (the utility value if X), L is the low value of action A (the utility value
if ∼X), and M is the middling value of action ∼A (the utility value regardless of
the truth of X):

(1) r
(

p(XĒ)

p(Ē)

)
<

(
M − L
H − L

)

(2)
r [p(XE) + p(XĒ)] − r [p(XE)]

r [p(XE) + p(XĒ) + p(XE)] − r [p(XE) + p(XĒ)]
>

(
M − L
H − M

)

(The proof is found in Appendix C; note, incidentally, that these conditions
are jointly unsatisfiable for r(p) = p.) The numerator in the left-hand side of
inequality (2) corresponds roughly to the difference the possibility of X&∼E
will make in the agent’s risk function, and the denominator to the difference the
possibility of ∼X&∼E will make. In the next section I will characterize these
conditions in a less technical way.



Instrumental Rationality, Epistemic Rationality, and Evidence-Gathering / 99

5. The Risk of Misleading Evidence

In this section, I will explain why risk-avoidant agents should not look for
further evidence in the situations I’ve characterized. Initially, the agent cares
about the two possible states of the world X and ∼X, and he is set to perform
act A. Again, if X holds, he gets a payoff of 10, and if ∼X holds, he gets a
payoff of 0. Performing an experiment has the effect of dividing the world into
four possible states of affairs, depending on whether the result of the experiment
is E or ∼E: in particular, it divides the world into X&E, X&∼E, ∼X&E, and
∼X&∼E.

If the agent will do the same thing regardless of the result of the experiment,
then the payoff in X&E is the same as the payoff in X&∼E. Similarly with
∼X&E and ∼X&∼E. So in these situations, performing the experiment yields
the exact same utility payoffs as not performing it: 10 if X holds and 0 if ∼X
holds. Therefore, the agent will be indifferent between performing it and not
performing it.

However, for experiments in which a negative result (∼E) will make the agent
do ∼A, the agent gets a different payoff if ∼E&X or if ∼E&∼X: he gets a payoff
of 1 in either state. Therefore, choosing to perform such an experiment amounts
to opting for a different payoff if ∼E. In other words, the agent faces the following
choice when deciding whether to perform the experiment (“Experiment”) or not
perform the experiment (“No Experiment”):

E & X ∼E & X ∼E & ∼X E & ∼X

Experiment 10 1 1 0
No Experiment 10 10 0 0

Performing the experiment has the result of making things better in the ∼E&∼X
state: the agent sees the “negative” result ∼E, decides to do ∼A based on his
evidence, and gets a higher payoff than he would have if he had not performed
the experiment, namely 1 rather than 0. Performing the experiment also has
the result of making things worse in the ∼E&X state: the agent again sees the
negative result ∼E, again decides to do ∼A based on his evidence, but now gets
a lower payoff than he would have if he had not performed the experiment,
namely 1 rather than 10. We might say that in the ∼E&X state, the evidence ∼E
is misleading in the instrumental sense: it leads the agent to perform an action
that in fact turns out worse for him. It is also misleading in the epistemic sense:
it leads the agent away from the truth about X; specifically, it leads the agent to
lower his degree of belief in X even though X is true.

So performing the experiment is better than not performing the experiment
if the experiment were to yield non-misleading evidence for ∼X, and is worse
than not performing the experiment if the experiment were to yield misleading
evidence for ∼X. In other words, a non-misleading “negative result” ∼E leads the
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agent to get a higher payoff than he would have without the experiment, and a
misleading “negative result” ∼E leads the agent to get a lower payoff. Therefore,
the question of whether an agent should prefer to perform an experiment reduces
to the question of how these two possibilities trade off.

For the expected utility maximizer, the possible bad effect of getting
misleading evidence for ∼X is always made up for by the possible good effect
of getting non-misleading evidence for ∼X: despite being worse in some states
and better in others, performing the experiment is an all-things-considered better
gamble. Or, I should say, this is true in cases in which getting result ∼E would
lead the agent to do ∼A rather than A; otherwise, the two gambles will be
equivalent. However, for risk-avoidant agents, these effects won’t always cancel
out in favor of performing the experiment. The reason is this: for risk-avoidant
agents, in order for a gamble to be all-things-considered better, improvements
need to be greater (than they do for EU maximizers) to offset declines. After
all, part of what it means to be risk-avoidant is to be unwilling to accept the
possibility of a loss in exchange for an equivalently-sized possibility of a gain.
In particular, if the probability of ∼E&X (getting a misleading negative result)
is sufficiently high, and the probability of ∼E&∼X (getting the helpful negative
result) is sufficiently low, then the diminishment in value in the ∼E&X state will
not be made up for by the increase in value in the ∼E&∼X state.

In the previous section, I formally characterized the situations in which the
risk-avoidant agent will be made worse off by performing an experiment. We are
now in a position to characterize these situations in a rough-and-ready way: a
risk-avoidant agent should be unwilling to perform an experiment if the negative
effects of a possible misleading negative result are not outweighed by the positive
effects of a possible helpful negative result. And it turns out that this is true
approximately when p(X) is high and p(X | ∼E) is low but still significant.32 So,
in general, the risk-avoidant agent should be unwilling to perform the experiment
when he is antecedently fairly confident that X and when a negative result would
tell somewhat in favor of ∼X but not strongly in favor of ∼X.

An immediate worry arises: what if an agent just happens to start out with
high confidence that X, or has high confidence in X on the basis of very little
evidence? Is the risk-avoidant agent really helped by not examining more evidence
in this situation? In fact, the answer is usually no: the risk-avoidant agent whose
confidence is based on little or no evidence usually is helped by examining more
evidence. An agent’s degree of belief function reflects the amount of evidence a
person has in its conditional credences, e.g. p(X | E). Specifically, an agent with
less evidence will usually have unconditional credences that are more susceptible
to change in response to additional data.33 Therefore, when an agent doesn’t
have much evidence, more experiments have potential negative results that will
drastically lower his degree of belief in X; that is, it will be the case for more
experiments that p(X | ∼E) will be low enough to make it rational for him to
perform the experiment. Additionally, even if this is not true for some particular
experiment, as long as there are a large number of experiments available to the
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agent, the “collective” experiment (“perform all the experiments”) is likely to
have the potential to drastically lower the agent’s degree of belief.34

Another worry is this. Although it may be rational not to perform an
experiment in a particular decision-making situation, an individual will likely
face many decisions in the future, and more knowledge will generally be helpful.
To respond to this worry, it is important to keep in mind that in assigning utility
values to outcomes, we have to take account of all the relevant effects of our
decisions, including their effects on future courses of action. Therefore, in most
real-world cases, if we consider future decisions and if we suspect that the truth
of X may be relevant to them, the payoffs will not generally have the structure
of my examples: indeed, it will be rare that all of the riskiness is on one side,
as my setup requires. However, there are real-world decisions which very well
might have this structure. I am thinking in particular of situations in which you
will get a particular piece of information no matter what, but in which you can
either commit to an action beforehand or wait to make the decision until you
get the information. Since you will eventually get the information either way, the
“downstream consequences” for future decisions will be the same either way. If
you like, you can think of the primary real-world question this paper addresses
as: under what conditions should an agent commit to a decision before getting a
particular piece of information, and under what conditions should he wait until he
has the information? For the expected utility maximizer, the answer is: always get
the information first and use it in your decision making. For the risk-avoidant
agent, as I’ve just shown, the answer will depend on his antecedent degrees of
belief and how likely he thinks the evidence is to be misleading.

Let us take a step back to examine the big picture. At the beginning of this
paper, I distinguished between LOOK-I and USE-I. What I have shown is that
at least one of these must be false, since LOOK&USE is false for instrumental
rationality. It seems we must reject LOOK-I, then, for two reasons. First, if
USE-I is false, then it is hard to see how there could be any (instrumental)
rational pressure to look for further evidence (if one is not going to use it,
why bother looking for it?). Second, and more importantly, not using evidence
one has directly conflicts with instrumental rationality, in the following sense:
instrumental rationality dictates some particular action (that which maximizes
REU), so if ignoring evidence has the result of making the agent perform a non-
REU-maximizing action, then ignoring evidence thereby makes the agent worse
off, and if ignoring evidence has no effect, then it makes the agent no better off
than not ignoring evidence.35 Once an agent has seen that ∼E and updated his
beliefs, it will be REU-maximizing given his (new) beliefs to do ∼A; so insofar
as not using this evidence in his decision will result in his doing A, it will be
irrational (relative to his new beliefs). Indeed, USE-I seems to be an assumption
built into decision theory. I will discuss the upshot of these situations for the
analogous epistemic principles in section 7. First, though, I need to clear up a
worry about risk-avoidant agents that this discussion brings up.
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6. Rationality over Time

In this section, I will respond to the objection that the phenomenon I’ve
identified in this paper simply shows that risk-avoidant agents are hopelessly
irrational. In doing so, I will explain how a risk-avoidant agent, in a situation in
which it would be irrational to perform a particular experiment, conceives of the
position he would be in if he did perform the experiment and got the negative
result.

The objection is this. The risk-avoidant agent will not look for further cost-
free evidence just in case the following holds: a negative result would make him
do ∼A, but he prefers to simply do A rather than to base his action on the
experimental result. The only effect of not performing the experiment seems to
be to guarantee that he does A in the event that he would find that ∼E.36 In
effect, what the risk-avoidant agent prefers is to bind himself to do A no matter
the results of the experiment. (We can easily see that the option “perform the
experiment, but do A no matter what” is identical, in terms of its payoffs, to the
option “do not perform the experiment” — that is, not looking for evidence has
the same effect as committing to not use the evidence in one’s decision making.)
And ordinarily, one binds oneself to act in a certain way in order to guard
against future irrationality, as when Ulysses tied himself to the mast to prevent
himself from being led astray by the lure of the sirens. So why not just think that
this what’s going on: the reason the agent should not perform the experiment is
because he has to steel himself against his own (irrational) risk avoidance. That
is, the agent should do A when he finds that ∼E, but expects to lose his nerve,
so must commit to it ahead of time.

There are two things to say here. First, it is important to stress that from the
agent’s current perspective, he endorses doing ∼A if he finds that ∼E; so, unlike
Ulysses, his preferences about what to do under settled eventualities do not shift.
The preference he would have now if he already knew that ∼E is in line with the
preference he anticipates having (and will in fact have) if the experiment shows
him that ∼E, even if he prefers to bind himself to do A no matter what.37

Second, there are cases in which anticipating a preference that one would
rather guard against does not involve any irrationality on the agent’s part. One
type of case involves a change of underlying desires: e.g., Parfit’s case in which one
gets older and adopts different political values.38 But I mention this type of case
only to set it aside, since there is nothing like this going on here: one’s underlying
utility values do not change in my case. A more relevant case involves memory
loss. For example, you might now be willing to stake a high amount on the
proposition that you had eggs for breakfast this morning (or whatever you recall
having), but in 10 years, you will certainly be unwilling to stake very much on
the proposition that you had eggs for breakfast on some particular day in 2010.
And if you could now bind your future self to make that bet, you would —
even though you recognize that your rational preference in 10 years (your
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preference given the information you will have at the time) will be not to make
that bet.

However, the objector replies, while the example of betting on what you
had for breakfast does not involve any irrationality on your part, it does involve
information loss. In my case, on the other hand, the agent does not anticipate
information loss; indeed, he anticipates gaining a particular piece of information:
the result of the experiment he is going to perform. So, says the objector, I still
haven’t shown that there are cases that are relevantly like my case but involve no
irrationality.

It is true that there is a sense in which the agent anticipates gaining
information (and it is true that his future self will not, like the future self of the
agent in the memory loss case, be happy to be bound by his earlier self’s decision).
However, there is also a sense in which the agent might lose information: if he
finds that ∼E, which is evidence for ∼X, even though X is true, then his beliefs
have moved away from the truth in the matter of X. (The agent losing information
in this sense is just his receiving misleading evidence.) So if X is true, we might
say that in performing the experiment and getting result ∼E the agent has, in
a sense, “unlearned” X. Relatedly, what the agent is worried about is possibly
finding himself in a worse epistemic position, worse for instrumental purposes:
this is a position in which it is rational to do ∼A, but in which ∼A turns out to
have an inferior outcome. Note that decision-theoretic rationality is relativized
to a particular epistemic position (to the degrees of belief one has), so we cannot,
within decision theory, ask about which epistemic position is preferable. Decision
theory tells us what to do, given our information, but it does not have much to
say about how to conceive of the condition of our information.

Still, one might worry about allowing that his new epistemic position is
(instrumentally) worse. It is, after all, based on a rational response to a superset
of his prior evidence. And we might have found the following principle initially
plausible:39

SUPERSET: If an option would be decision-theoretically rational on the
basis of a perfectly rational response to evidence that is a superset of my
current evidence, then I should not deprive myself of that evidence solely
because putting myself in a position to take that option is irrational on
the basis of my current credences.

This principle seems plausible because if my current evidence is a (proper) subset
of my future evidence, then it seems inferior — and I should not base decisions
on credences formed from inferior evidence. Those who think risk avoidance is
rationally permissible will have to deny this principle, whereas those who think
EU maximization is rationally required can accept it in ordinary cases.40

So we are left with a choice: both SUPERSET and the claim that we are
rationally permitted to care about properties of gambles besides their averages
(like their minima) have some independent plausibility. For my part, I think we
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should reject SUPERSET. Even though it seems initially plausible, I’ve provided
an explanation of why adding to one’s evidence might be instrumentally worse: it
might lead one to base a decision on misleading evidence. Indeed, there is a clear
sense in which one’s current credences are sometimes superior to one’s future
credences: they are superior in the sense of being closer to the truth. And this
may be through no epistemic fault of one’s own, if one happens to encounter
misleading evidence and update on that evidence in a perfectly (epistemically)
rational manner.

Let me consider one final worry. The claim that the agent might find himself
in a worse position if the evidence is misleading seems to imply that it would
sometimes be instrumentally rational to take a pill that causes you to forget some
of your evidence. After all, if you think that the state in which you don’t get the
evidence is instrumentally better, shouldn’t you prefer to be in that state once
you do get the evidence? Actually, no. Not gathering evidence (or committing
not to base one’s decision on the evidence one will receive) is different from
not using evidence one already has — that is, evidence one has already used in
determining one’s degrees of belief — because the instrumental rationality of
an action is evaluated relative to one’s current degrees of belief. And one can
do no better relative to one’s current degrees of belief than to make a decision
that is instrumentally rational relative to all of one’s evidence. This is why, as
mentioned in the previous section, USE-I is false. Taking the pill will either
result in your doing the same action you would without it, that is, the action that
is REU-maximizing given your current credences (I assume your rationality in
acting on your beliefs is not at issue), or doing a different action, one that is not
REU-maximizing given your current credences. So just losing information can
only harm you.

However, there is a subtler way in which losing information might help you.41

Consider an agent who can’t help but learn, five minutes from now, whether Q
is true or false (recall from section 4 that learning the truth about Q has a
lower REU than not learning it). The agent could insulate himself against this
unwanted information by taking a pill that makes him forget the evidential link
between Q and X: perhaps the evidence is a piece of information written in
French, and the pill makes him temporarily forget French. So while intentionally
just losing information will never be rational, intentionally losing information in
anticipation of gaining other information might be.

Is this unsettling? It doesn’t seem to me to be more unsettling than the
claim that one might want to bind oneself to a particular decision before gaining
new information, since, after all, taking the information-loss pill is simply a
way to bind oneself not to take account of the evidence one will receive. If the
implication that one should take the pill is worrying, that seems to be because we
unreflectively endorse the idea that more information leads to better decisions.
But I’ve provided reason to think that this initial thought is mistaken.

I tentatively conclude that the existence of the situation I’ve described is
not in itself an argument against the rationality of risk avoidance. There may be



Instrumental Rationality, Epistemic Rationality, and Evidence-Gathering / 105

other arguments against the rationality of risk avoidance, but I do not have room
to treat them here. Again, if the reader is not convinced that the risk-avoidant
decision maker is acting rationally, then she can take my analysis as highlighting
the situations in which, if a decision maker anticipates future (irrational) risk
avoidance, he should (rationally) guard against its ill effects by not looking for
further evidence.42

Furthermore, I submit that I’ve explained a common epistemic phenomenon.
You are involved in a risky but potentially rewarding endeavor — say, getting an
application together for a job where you believe yourself to be the favored can-
didate. You have access to information that might bear on the relevant states —
say, you could easily find out who the alternative candidates are. You can easily
imagine yourself being convinced by it (and appropriately so) not to take the
risk of applying, but you think it would be best, all things considered, for you to
apply; so you decide not to look at the information.

7. Epistemic Rationality

I have argued that LOOK-I is false for risk-avoidant agents. What bearing
does this conclusion have on epistemic rationality? In particular, what bearing
does it have on LOOK-E and USE-E? There are three positions one might take.
(1) Because LOOK-E and USE-E must be true, LOOK-I’s falsity undermines the
rationality of risk avoidance. (2) Look-I’s falsity undermines LOOK-E or USE-
E. Or (3) it undermines neither, but instead demonstrates a new type of situation
in which instrumental and epistemic rationality come apart. In this section, I will
argue that the first two positions are mistaken, and then discuss the third. Along
the way, I will discuss the relationship between instrumental rationality and the
justification of principles of epistemic rationality.

First, one might think that the situations I’ve discussed undermine the
rational permissibility of risk avoidance. I argued in the previous section that
there is nothing about the structure of these situations that points to the
irrationality of risk avoidance. Still, one might reason as follows: doing one’s
epistemic duty requires looking for (and using) all the cost-free evidence available.
If one has practical aims whose payoff structure mirrors that in my example, and
if risk avoidance is rationally permissible, then there will be situations in which
one cannot simultaneously do one’s epistemic duty and one’s instrumental duty.
Assuming we don’t want to rule out having preferences with this particular
payoff structure, the only way to rule out such a conflict is by ruling out risk
avoidance. Or, as a variation on this argument, the only way for an individual
with a particular payoff structure to avoid a conflict between his epistemic and
practical goals is to choose not to be risk-avoidant.

The problem with this argument is that what you have reason to do in
connection with maximizing instrumental value is not necessarily constrained by
what you have reason to do in connection with maximizing epistemic value. To
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see this, consider a person who cares only about getting as much money as he can,
and uses decision strategy D. Suppose an evil decision theorist threatens to harm
someone close to him if he does not choose something (X) that D recommends
against in some particular instance. Does he have moral reason to choose X? Of
course. Does he have instrumental reason to choose X? No (assuming, again,
that he doesn’t care about preventing harm to others). And if we found out
that some decision strategy D in some particular cases recommends actions that
harm innocent people but decision strategy E never recommends such actions,
this wouldn’t make D an instrumentally irrational strategy.43 Similarly, the risk-
avoidant agent may not be able to satisfy the demands of epistemic rationality
without looking for all of the available evidence, but this in itself is not an
instrumental reason to look for more evidence. While it is true that if risk
avoidance is irrational, then agents might not have to choose between taking
their preferred means to their practical ends and fulfilling their epistemic duties,
this doesn’t rule out risk avoidance as instrumentally rational. The best way
to take the means to one’s ends in general is not determined by answering the
question of how to fulfill one’s epistemic duties in general. Instrumental reasons
need not be constrained by epistemic reasons.

One might instead reason in the opposite direction: since risk-avoidant
agents have instrumental reason not to look for further evidence, they also have
epistemic reason not to look for further evidence. It is important to keep in mind
that I haven’t directly shown that, from an epistemic point of view, we shouldn’t
look for further evidence when forming beliefs. What I’ve done, instead, is to
undermine one kind of justification (Good’s justification) we might have thought
we had for doing so: that it is always better from the point of view of instrumental
rationality to look for additional (cost-free) evidence. Still, there are two ways
one might argue that I’ve shown something stronger: that either LOOK-E or
USE-E must be false. On the one hand, one might argue that the purpose of the
principles of epistemic rationality is to aid us in our practical goals; e.g., the point
of knowing things is to navigate the world better. Indeed, if we assume this is
true, we have a natural way to make sense of the “Dutch book” arguments that
purport to show that decision-theoretically rational agents must have degrees
of belief that obey the probability calculus, as well as the logic behind Good’s
argument, which starts with a principle about instrumental rationality and derives
a principle about epistemic rationality.44 But we should be skeptical about this
form of argument.45 As Lina Erikkson and Alan Hájek point out, it seems
clear that people can have beliefs even if they don’t have preferences; consider,
for example, a Zen monk who is indifferent among all things.46 His not having
preferences doesn’t seem to rule out his having beliefs. Furthermore, it doesn’t
seem to rule out our being able to judge whether he is doing his epistemic duty.
Arguments that we should adhere to various principles of epistemic rationality
because it is instrumentally rational to do seem committed to discarding these
principles if they don’t help us get what we want — but the principles seem
compelling even if we don’t want anything.
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Alternatively, one could argue that I’ve undermined LOOK-E or USE-E
by arguing that we should think of epistemic rationality as itself a kind of
instrumental rationality, whose aims are “epistemic” in nature, such as believing
true things and not believing false things. Kelly (2003) argues against this
possibility of reducing epistemic rationality to instrumental rationality. The
main insight in Kelly’s argument is that instrumental reasons are contingent
on possessing a certain goal, whereas epistemic reasons are categorical in nature.
For example, I might be completely indifferent to knowing whether Bertrand
Russell was left-handed; still, Kelly claims, if I stumble across evidence that he
was, then I have strong epistemic reasons to believe that he was (reasons that
are no different than if I was interested in the question).47 Kelly adds that even
if I actively prefer not to have beliefs about a particular subject, it is still true
that if I actively come across evidence for some proposition then I have epistemic
reasons to believe it: for example, when I don’t want to know the ending to a
movie I haven’t seen, but my friend thoughtlessly blurts out the ending, I still
have epistemic reasons to believe that such-and-such is the ending — the same
reasons I would have if I actively wanted to know the ending.48 Indeed, it is
difficult not to acquire a belief about the ending when a friend blurts it out,
and Kelly thinks this fact is best explained by citing our epistemic rationality:
ordinarily, when presented with reasons for believing something, an epistemically
rational agent will believe it, regardless of his other goals.49 If Kelly is correct
that epistemic reasons are categorical (and I find his argument convincing), then
an argument that reduces epistemic rationality to instrumental rationality cannot
succeed.

Suppose someone is not convinced by Kelly’s argument; or suppose that (as
Kelly considers) we do have the goal of believing true things and not believing
false things in some particular matter. The practical worry arose because certain
kinds of evidence have a high chance of being misleading — misleading in the
sense of leading the agent to rationally perform the action that in fact makes
him worse off. But if epistemic rationality is a kind of instrumental rationality,
then we have an analogous worry: misleading evidence might make the agent
rationally believe something that takes him further from the truth. Indeed, if
epistemic rationality is a kind of instrumental rationality, then evidence that is
misleading in the epistemic sense is also misleading in the instrumental sense. So
how should an agent who cares only about finding out what is true, and who is
also risk-avoidant, respond to an experiment that comes with a high probability
of misleading evidence? Unfortunately, I do not have space here to take up this
question, but it may prove fruitful to explore it further.50

Setting that possibility aside, the upshot is that (1) and (2) — the position
that risk avoidance is undermined by principles of epistemic rationality about
looking for and using further evidence, and the position that such principles
(if they are principles of epistemic rationality) are undermined by the rational
permissibility of risk avoidance — seem mistaken. This leaves us with (3). Neither
risk avoidance nor the principles of epistemic rationality are undermined by the
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falsity of LOOK-I. What, then, does the possible instrumental rationality of
declining to look for negligibly-priced evidence tell us about epistemic rationality?

The first thing to note is that, considered just as an epistemic principle,
USE-E seems quite plausible. Horwich (1982) seems to think that it is trivially
true.51 Indeed, as Kelly’s “movie-ending” example showed, it often seems difficult
to avoid using all of our evidence. What about LOOK-E?

Here it is helpful to contrast evidence-gathering with evidence-using. As I
said above, using evidence essentially involves altering one’s own mental states in
response to the world; thus, it is primarily a task the assessment of which falls
within the reaches of epistemology. (Perhaps this is why decision theory seems to
simply assume USE-E, in that it assesses the rationality of actions relative to the
agent’s degrees of belief). Looking for more evidence, on the other hand, involves
acting on the world. And since one can act on the world in service of epistemic
or practical goals, looking for evidence seems to fall within the reaches of both
epistemic and practical rationality.52 When one considers one’s practical goals,
it is not always prudent to look for additional evidence, even if that evidence
is cost-free. However, it is plausible that looking for additional evidence for or
against X does always tend to serve one’s epistemic goals in the matter of X; or,
if it is incorrect to think of believers as having epistemic goals, that epistemic
rationality demands that one look for further evidence. So, while LOOK-I is
false, LOOK-E may be true. If LOOK-E is in fact true, then the scenario in this
paper shows a novel way in which instrumental and epistemic rationality come
apart: I have identified a class of situations in which one must choose between
instrumental rationality and what plausibly is part of epistemic rationality, even
though one receives no benefit from being in a particular belief state aside from
the benefits of the actions that particular belief state rationalizes.

8. Conclusion

I conclude with a different story about a shipowner. Clifford (1879) writes of
a shipowner who agrees to carry passengers without verifying the seaworthiness
of his vessel. The ship goes down, and the passengers die. From this Clifford
concludes that the shipowner has failed to do both his moral and his epistemic
duty; indeed, Clifford thinks that these two duties are inseparable, in part because
what one believes helps to determine what one does. On my view, assuming the
shipowner cares about the lives of the passengers, Clifford is right that this
shipowner has failed to do what he ought instrumentally (and morally), since the
shipowner does not have a lot to gain by transporting the passengers, and he has a
lot to lose if the ship goes down. He has plausibly also failed to do what he ought
epistemically. However, there are some cases, like the case I started with, in which
there is a lot to gain if one’s risky decision pans out, and correspondingly less to
lose if it does not. In these cases, some experiments can on balance be expected
to make one worse off, even if they might improve one’s epistemic position in
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the sense of giving one more evidence. So although Clifford rightly points out
that anything we believe will influence both our actions and our mental life, in
the cases I identify, searching further for what to believe about some proposition
that bears on our decisions may actually be worse for our actions. Fulfilling one’s
epistemic duties may demand evading one’s practical duties, and vice versa, for a
surprising reason: one can be too thorough a researcher for one’s own good.

APPENDIX

Appendix A: Example of an experiment for the EU maximizer in which
the experimental result won’t affect his action.

Consider the choice between A and ∼A, with utility values as above:

u(A & X) = 10 u(A & ∼X) = 1 u(∼A & X) = u(∼A & ∼X) = 0

Now consider an experiment that might yield result Q or result ∼Q, related
to which the agent has the following degrees of belief:

p(X) = 0.9 p(X | Q) = 0.99 p(X | ∼Q) = 0.2 p(Q) ≈ 0.886

p(∼X) = 0.1 p(∼X | Q) = 0.01 p(∼X | ∼Q) = 0.8 p(∼Q) ≈ 0.114

EU(A | p) = 9

EU(∼A | p) = 1

Therefore, EU(NO EXPERIMENT) = EU(A | p) = 9.

EU(A | pQ) = (0.99)(10) + (0.01)(0) = 9.9

EU(∼A | pQ) = 1

Therefore, if the agent sees that Q, he will do A.

EU(A | p∼Q) = (0.2)(10) + (0.8)(0) = 2

EU(∼A | p∼Q) = 1

Therefore, if the agent sees that ∼Q, he will again do A.

EU(EXPERIMENT) = (0.886)(9.9) + (0.114)(2) = 9

So the agent is indifferent between performing the experiment and not performing
the experiment.
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Appendix B: Examples of experiments for the REU maximizer.

Consider an agent with the same probability and utility functions as above,
and who is risk-avoidant, with r(p) = p2:

u(A & X) = 10 u(∼A & X) = 1 p(X) = 0.9

u(A & ∼X) = 0 u(∼A & ∼ X) = 1 p(∼X) = 0.1

p(X | R) = 0.99 p(X | ∼ R) = 0.05 p(R) ≈ 0.904

p(∼X | R) = 0.01 p(∼X | ∼ R) = 0.95 p(∼R) ≈ 0.096

p(X | Q) = 0.99 p(X | ∼ Q) = 0.2 p(Q) ≈ 0.886

p(∼X | Q) = 0.01 p(∼X | ∼ Q) = 0.8 p(∼Q) ≈ 0.114

REU(A | p) = 0 + (0.9)2(10 − 0) = 8.1

REU(∼A | p) = 1 + (0.9)2(1 − 1) = 1

Therefore, REU(NO EXPERIMENT) = REU(A | p) = 8.1

REU(A | pR) = 9.8; REU(∼A | pR) = 1; So if the agent performs Experiment
1 and sees R, he will do A.

REU(A | p∼R) = 0.025; REU(∼A | p∼R) = 1; So if the agent performs
Experiment 1 and sees ∼R, he will do ∼A.

Therefore,

REU (EXPERIMENT 1) = REU({0 if R& ∼X; 1 if ∼R; 10 if R&X})
= 0 + r(p(∼R) + p(R&X))(1 − 0)

+ r(p(R&X))(10 − 1)

= (0.096 + 0.895)2(1) + (0.895)2(9) = 8.2

Therefore, the agent prefers performing Experiment 1 to not performing an
experiment.

REU(A | pQ) = 9.8; REU(∼A | pQ) = 1; So if the agent performs Experiment
2 and sees R, he will do A.

REU(A | p∼Q) = 0.4; REU(∼A | p∼Q) = 1; So if the agent performs
Experiment 2 and sees ∼R, he will do ∼A.
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Therefore,

REU(EXPERIMENT 2) = REU({0 if Q& ∼X; 1 if ∼Q; 10 if Q&X})
= 0 + r(p(∼Q) + p(Q&X))(1 − 0)

+ r(p(Q&X))(10 − 1)

= (0.114 + 0.877)2(1) + (0.877)2(9) = 7.9

Therefore, the agent prefers not performing an experiment to performing
Experiment 2.

Appendix C: Joint conditions under which an REU Maximizer will not
perform an experiment.

Let H be the high value of action A (the value if X), L be the low value of
action A (the value if ∼X), and M is the middling value of action ∼A:

u(A & X) = H u(∼A & X) = M

u(A & ∼X) = L u(∼A & ∼X) = M

Let the agent’s current credence function p be such that the agent prefers to do
A: REU(∼A | p) < REU(A | p)

(1) If the agent sees that ∼E, the agent will prefer ∼A.

∼E & X ∼E & ∼X

A H L
∼A M M

REU(∼A| pĒ) > REU(A| pĒ)

M > L + [r (pĒ(X))] (H − L)

M > L + [
r (p(X | Ē))

]
(H − L)

M > L +
[

r
(

p(XĒ)

p(Ē)

)]
(H − L)

r
(

p(XĒ)

p(Ē)

)
>

(
M − L
H − L

)
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(2) The risk-weighted expected utility of doing A regardless of the experi-
mental result is greater than that of doing A if E and ∼A if ∼E.

E & X ∼E & X ∼E & ∼X E & ∼X

Experiment H M M L
No Experiment H H L L

REU(NO EXPERIMENT | p) > REU(EXPERIMENT | p)

L + [r (p(XE) + p(XĒ))](H − L)

> L + [r (p(XE) + p(XĒ) + p(XE))](M − L) + [r (p(XE))](H − M)

[r (p(XE) + p(XĒ))]((H − M) + (M − L))

> [r (p(XE) + p(XĒ) + p(XE))](M − L) + [r (p(XE))](H − M)

(H − M)[r (p(XE) + p(XĒ)) − r (p(XE))]

> (M − L)[r (p(XE) + p(XĒ) + p(XE)) − r (p(XE) + p(XĒ))]

r (p(XE) + p(XĒ)) − r (p(XE))

r (p(XE) + p(XĒ) + p(XE)) − r (p(XE) + p(XĒ))
>

(
M − L
H − M

)

Notes

1. This paper has benefitted from discussions with David Baker, Antony Eagle,
Adam Elga, Branden Fitelson, Thomas Kelly, and Tristram McPherson, as well
as with the participants at the FMER Conference in Leuven, the Philosophy
of Religion Society at SFSU, and Branden Fitelson’s graduate seminar at UC
Berkeley. I am especially grateful to Marco Lopez and Jada Twedt Strabbing for
extensive comments on earlier drafts.

2. Good (1967).
3. The term “risk aversion” has a technical meaning within expected utility theory,

as well as a non-technical meaning. A person is risk-averse in the non-technical
sense just in case she prefers to receive a particular amount of money (or set of
goods) for certain rather than to take a gamble that yields that same amount
of money (or set of goods) on average. A person is risk-averse in the technical
sense just in case her utility function in money diminishes marginally. On the
standard view, risk aversion in its non-technical sense can be entirely accounted
for by risk aversion in its technical sense, or at least non-technical risk aversion
is only rational to the extent that it can be thus accounted for. I disagree with
this view, as I will explain in section 3, and throughout this paper I will only
use “risk aversion” in its non-technical sense. However, to avoid confusion for
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those who are used to its technical sense, I will introduce a new technical term
in section 3.

4. Specifically, if p is an agent’s degree of belief (or credence) function, then for
all propositions X and Y, (1) p(X) = 1 if X is a logical truth, (2) p(X) ≥ 0,
(3) p(X) + p(Y) = p(X v Y) + p(X & Y), and (4) p(X | Y) = p(X & Y)/(p(Y)
if p(Y) �= 0. See Joyce (2005), pg. 156. Credences of the form p(X | Y) are
sometimes called “conditional credences” and credences of the form p(X) are
sometimes called “unconditional credences.” Throughout this paper, I will use
“X & Y” and “XY” interchangeably.

5. See Carnap (1947) and Hempel (1960). Good (1967), pg. 319.
6. See, e.g., Goldman (1989) and Adler (1989).
7. For example, Goldman (1986) interprets Hempel (1965) as intending a narrower

reading. In this paper, I also won’t take a stand on the nature of evidence,
beyond the assumption that it can be interpreted as propositional; for a helpful
discussion of different conceptions of evidence, see Kelly (2008), especially pg.
939–41.

8. I thank Mike Martin for suggesting this way of putting the distinction.
9. Goldman (1986) discusses the relevance of the way human memory actually

functions to the principle of total evidence. Specifically, he argues that what I
am calling USE-E is implausible if we include “unactivated beliefs” as part of
a person’s evidence, where these beliefs are beliefs that are part of a person’s
long-term memory but not currently in his short-term memory, i.e., beliefs we
might say a person has but is not currently entertaining (pp. 204–207). In light
of Goldman’s point, we can treat unactivated beliefs as evidence that one doesn’t
possess but that is readily available to be “gathered” at the cost of retrieval from
long-term memory. Alternatively, we can treat unactivated beliefs as evidence
that one possesses but whose use is not necessarily cost-free. If we adopt the
latter approach, we should alter USE to include a caveat about cost, as LOOK
does.

10. Kelly (2002), pg. 70.
11. Parfit (2001). Parfit primarily introduces this distinction for desire, but it is easily

generalized to belief.
12. It is important to note that utility is a relative notion — that is, neither the zero

point nor the scale are meaningful. What is meaningful are utility difference
ratios, e.g., it is meaningful that the utility difference between A & X and ∼A &
X is nine times the difference between ∼A & X and A & ∼X. Thus, I don’t mean
to suggest that the values are the same across situations, e.g., that u(10 people
live) = u(you eat good leftovers); I mean to suggest that the value ratios are the
same.

13. Note that choosing p(X), p(X | R), and p(X | ∼R) was enough to fix the other
five values, assuming his degrees of belief obey the probability calculus.

14. I discuss this theory in more detail in Buchak (2009) and Buchak (2010).
15. Allais (1953), pg. 132. Amounts of money used in the presentation of this

paradox vary.
16. If L1 is preferred to L2, then we have 0.1(u($5m)) + 0.9(u($0)) > 0.11(u($1m))

+ 0.89(u($0)). Equivalently, 0.1(u($5m)) + 0.01(u($0)) > 0.11(u($1m)). If L4

is preferred to L3, then we have u($1m) > 0.89(u($1m)) + 0.1(u($5m)) +
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0.01(u($0)). Equivalently, 0.11(u($1m)) > 0.1(u($5m)) + 0.01(u($0)). These two
equations cannot be jointly satisfied.

17. Maher (1993, p. 65) mentions that people don’t usually change their preferences
when told they violate what is known as the sure-thing principle, which the Allais
preferences violate. He cites studies by MacCrimmon (1968), Slovic and Tversky
(1974), and MacCrimmon and Larsson (1979).

18. Or, making the simplifying assumption that u(∼A & ∼B) = 0, u(A & ∼B) +
u(∼A & B) = u(A & B). While A and B stand for goods here, technically u(A &
B) should be u(The agent has A and the agent has B), but I am using shorthand
for ease of exposition.

19. Since the results of the coin flips are probabilistically independent, each state has
probability 1

4 . So:

EU(deal 1) = 1/4u(stamp and gloves) + 1/4u(stamp) + 1/4u(gloves)

= 1/4[u(stamp) + u(gloves)] + 1/4u(stamp)

+ 1/4u(gloves) if the stamp and gloves are independent

= 1/2u(stamp) + 1/2u(gloves)

= EU(deal 2)

The disadvantage of this example is that it depends on the assumption that
two goods are independent, which entails an assumption about utility values.
If one is a realist about utility — i.e. if one thinks that utility corresponds
to a psychologically real entity — then this is not a controversial assumption.
However, if one is a functionalist about utility — i.e. if one thinks that utility
is simply whatever values (if there are any) make it the case that the agent’s
preferences maximize expected utility — then the argument for this assumption
is trickier. See Buchak (2010) for further details. In any case, this example is
meant mostly to be suggestive: to show the reader that one might naturally be
inclined to aggregate value in a way other than averaging over the values in all
of the states.

20. Here’s another way to put this point: we can think of a gamble as a probability
distribution over utility values. This distribution will have many features: a
minimum, a mean value, and a variance, to name a few. Expected utility theory
provides a way to distill all of this information into a single value: specifically,
take the mean value, and ignore the other information. But we might think
that an agent could care about other features of this distribution, and for purely
instrumental reasons — say, he wants to guarantee himself as much as he can, and
therefore cares about the minimum value. I think that there are many rationally
permissible methods by which to assign to every gamble a single value, and it is
up to the agent which one to employ, as long as he is consistent, i.e., as long as
he aggregates value in the same way for every gamble.

21. Maximin is the rule that picks the gamble with the highest minimum value and
corresponds to r = {1 if p = 1, 0 otherwise}; maximax is the rule that picks the
gamble with the highest maximum value and corresponds to r = {0 if p = 0, 1
otherwise}. Expected utility maximization corresponds to r(p) = p.

22. See Buchak (2010).
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23. Aside from the empirical evidence regarding the Allais paradox (some of which is
mentioned in footnote [17]), Kahneman and Tversky’s (1979) experiments suggest
that agents determine the value of a gamble by employing a weighting function of
probabilities, though their “prospect theory” is intended as a descriptive theory,
rather than a theory of rational preference, and differs in a number of significant
ways from the theory I discuss here. Two theories in the economics literature
that my theory does bear a close relationship to are Choquet expected utility,
first formulated by Schmeidler (1989), and anticipated utility, first formulated
in Quiggin (1982). For further discussion of the relationship between the theory
presented here and other non-expected utility theories, see Buchak (2009) and
Buchak (2010).

24. Note that agents described by my theory might still have diminishing marginal
utility functions; the point is that this doesn’t account for what is intuitively
labeled their aversion to risk.

25. For an excellent discussion of some of the non-expected utility theories that have
been proposed in response to particular psychological findings, see Machina
(1983) and Machina (1987).

26. Buchak (2009) and Buchak (2010).
27. Wakker (1988) presents a general argument that for agents who violate a

particular axiom of expected utility theory, the sure-thing principle (which risk-
avoidant agents violate), there will exist situations in which they prefer to decline
information. However, he doesn’t give necessary and sufficient conditions for an
agent being in one of these situations (unsurprisingly, since he doesn’t have a
particular way of being a decision maker who violates the sure-thing principle
in mind in his argument, and since his aims are to demonstrate the existence of
these situations, not to characterize them).

28. For ease of exposition, I will define a few expressions. Let “EU(A | p)” stand for
the expected utility of act A assuming the agent has degree of belief function p,
and let “REU(A | p)” stand for the corresponding risk-weighted expected utility.
Let “pE” stand for the degree of belief function that results from updating p by
conditionalizing on E.

29. This means that if E&X is the state of the world, he will get u((argmaxAi REU(Ai

| pE)) & X). And likewise for the other three possible states. Therefore, performing
the experiment is equivalent to taking the gamble that yields:

u((argmaxAi REU(Ai | pE)) & X) with probability p(E&X)

u((argmaxAi REU(Ai | pE)) & ∼X) with probability p(E&∼X)

u((argmaxAi REU(Ai | p∼E)) & X) with probability p(∼E&X)

u((argmaxAi REU(Ai | p∼E)) &∼X) with probability p(∼E&∼X)

Note that this agrees with Good’s framework in the special case in which the
agent is an EU maximizer. Furthermore, this setup assumes that E is not relevant
to the payoff. We could allow for its possible relevance by saying that the agent
will get u((argmaxAi REU(Ai | pE)) & X&E), but I am trying to simplify as
much as possible.

30. See Appendix B for this and all subsequent calculations.
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31. Let u(A&X) = H and u(A & ∼X) = L. Then REU(EXPERIMENT) = REU({H
if X & E, H if X & ∼E, L if ∼X & E, L if ∼X & ∼E}) = L + [r(1 − p(∼X &
∼E))](L − L) + [r(p(X & E) + p(X & ∼E))](H − L) + [r(p(X & E))](H − H) =
L + r(p(X))(H − L) = REU({H if X, L if ∼X}) = REU(NO EXPERIMENT).

32. As I pointed out, the numerator in the left-hand side of inequality (2) corresponds
to the difference p(X&∼E) will make in the agent’s risk function (at a particular
point); now we see that X&∼E is the state in which the experiment yields
a misleading negative result. The denominator corresponds to the difference
p(∼X&∼E) will make (at a “higher up” point); and ∼X&∼E is the state in
which the experiment yields a non-misleading negative result. Inequality (2) will
be satisfied approximately when the ratio of p(X&∼E) to p(∼X&∼E) is high (I
say “approximiately” because inequality (2) doesn’t reduce to a fact about this
ratio, but p(X&∼E) being high relative to p(∼X&∼E) does facilitate satisfaction
of this inequality). This is facilitated by p(X&∼E) being high — there being a
significant chance of misleading (negative) evidence — and by p(∼X&∼E) being
low; or by p(X | ∼E) being high. In addition, the mere fact of p(X&∼E) being
high facilitates the satisfaction of this inequality, since, given that r is convex,
this makes the denominator of the left-hand side of (2) greater. Both p(X&∼E)
being high and p(∼X&∼E) being low relative to p(X&∼E) will be more apt to
be true if p(X) is antecedently high. Furthermore, condition (1) says that if the
agent finds that ∼E, then the resulting credence he assigns to X (that is, p(X |
∼E)) is low enough to make him do ∼A; that is, to not want to risk doing A.

33. Joyce (2005), pg. 161, notes that the weight of an agent’s evidence for some
proposition X is often reflected in the resilience of her degree of belief in X in
response to various potential data sequences; that is, in the relationship between
her conditional credences p(X |.) and her unconditional credence p(X). He cites
Skyrms (1980) as persuasively arguing for this point. (Though it is worth noting
that the way in which credences reflect the weight of the evidence is more
complicated than that; see, e.g., Joyce (2005), 165–171). Joyce adds that it is
usually true that the more data a person already has for a hypothesis, the more
resilient the credence she assigns to that hypothesis will tend to be.

34. Note that it may be rational for the risk avoidant agent to perform some
experiment as part of a series of experiments, but that it may not be rational
to perform only that experiment. This is because the potential for a series of
experiments to be misleading may be low even if the potential for one experiment
to be misleading on its own is high.

35. A caveat is needed in this argument. There may be situations in which an
REU-maximizing course of action includes non-REU-maximizing actions, e.g.,
if someone offers me lots of money to do something non-REU-maximizing or
if I take a drug that will alleviate my pain but that has the unfortunate side
effect of causing me to behave irrationally for a short period of time. So it will
not always be true that actions that result in non-REU-maximizing actions will
themselves be irrational. (Thanks to Marco Lopez for drawing this point to my
attention). However, actions that have the effect of making an agent perform
non-REU-maximizing actions and have no other utility-producing side effects will
be irrational. Since not using evidence is an action of this type, it will be irrational
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from the agent’s point of view (a point of view which, importantly, includes the
evidence he’s already gathered).

36. We are now in a position to see more clearly why looking for cost-free evidence
always maximizes expected utility: the EU maximizer can never meet the two
conditions for performing an experiment to be worse than not performing an
experiment — that a negative result would make him do ∼A and that he’d rather
do A no matter what — because the first condition is satisfied just in case the
second condition is not satisfied. The first condition says that ∼A is better than
A in the event that ∼R; and the second condition says that [NO EXPERIMENT]
is all-things-considered better than [EXPERIMENT]. Because EU maximizers
don’t take global properties into account, their preference between two gambles is
fully determined by their preference between those parts of the gambles that yield
different outcomes. Therefore, since [EXPERIMENT] and [NO EXPERIMENT]
agree on what happens if R, [NO EXPERIMENT] is all-things-considered better
for the EU maximizer than [EXPERIMENT] just in case A is better than ∼A
in the event that ∼R.

37. The reader may be worried that this is a kind of inconsistency on the agent’s part:
he prefers, in the event that he sees ∼E, to do ∼A rather than A; but he prefers
the action that includes “do A if you see ∼E” and has him do A otherwise to
the action that includes “do ∼A if you see ∼E” and has him do A otherwise.
It is important to note a related, but stronger, versions of this problem, which
non-EU maximizers who (like my risk-avoidant agents) violate the sure-thing
principle face: they will sometimes find themselves in a situation in which they
prefer B to C, but finding out whether or not some proposition Y is true will
make them prefer C to B, regardless of whether they find out that Y or find
out that ∼Y. That is, an agent might prefer, in the event that he discovers that
Y, to do C; and prefer, in the event he discovers that ∼Y, to do C; but prefer
to do B when the status of Y is unknown. I think that this phenomenon is the
strongest challenge to the rationality of risk avoidance. This phenomenon and
its relationship to instrumental rationality is discussed in McClennen (1983),
Machina (1991), and Maher (1993), as well as in Buchak (2009).

38. Parfit (1984), 154.
39. I thank Tristram McPherson for suggesting this objection and principle.
40. It is not clear whether even standard decision theorists can accept this principle

in atypical cases, such as cases like Adam Elga’s (2000) sleeping beauty case;
that may depend on what the correct credences for a rational agent to set are in
those problems, and I don’t mean to take a stand on what the standard decision
theorist should say here.

41. This worry and the accompanying example were suggested to me by Adam Elga.
42. This is just meant to be suggestive, since the real question for those who think risk

avoidance is irrational is how to maximize expected utility, given that one’s future
self is irrationally risk avoidant. The situations in which it will not maximize EU
to look for further evidence are those in which the agent is antecedently inclined
to do A, inequality (1) is satisfied for the agent’s actual risk function r, and
inequality (2) is satisfied for r(p) = p; that is, the EU of doing A no matter
what the result of the experiment is greater than the EU of doing A if the result
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is positive and ∼A if the result is negative, and the (irrationally) risk avoidant
future self will do ∼A if the result is negative.

43. Even for agents who do care about preventing harm (as a practical goal) in
addition to caring about money, D would not be instrumentally irrational. What
would be instrumentally rational would be to use strategy D with respect to the
values an agent attaches to various ways of realizing both of these goals.

44. Dutch book arguments first appear in Ramsey (1926) and de Finetti (1937).
45. It is worth noting that not everyone thinks that Dutch book arguments derive

their force from instrumental rationality. For example, Christensen (1991) argues
that the force of the Dutch book arguments (as arguments for the thesis that
degrees of belief must obey the probability calculus) cannot stem from the fact
that vulnerability to Dutch books is a practical liability; rather, such vulnerability
reveals epistemic inconsistency.

46. Erikkson and Hájek (2007), pg. 194.
47. Kelly (2003), p. 18.
48. Ibid, p. 20.
49. Ibid, pp. 22–23.
50. Hall and Johnson (1998) argue that with respect to the goal of believing all

and only truths, you ought to look for more evidence. However, their argument
assumes that having evidence that is a superset of one’s previous evidence puts
you in a better epistemic position and makes you more likely to believe true
things, and this paper has called these two assumptions into question (at least
when our aims are practical). I will briefly mention two ways in which we might
go about answering the question of how a risk-avoidant agent with epistemic aims
should respond to an experiment with a high probability of misleading evidence.
The first is due to Horwich (1982), who argues that Good’s justification for what
I call LOOK-E is too pragmatic and thus fails to explain why we think we should
look for more evidence when all we care about is the truth. Horwich proposes
an analogue to Good’s argument which begins from the principle that we should
minimize the error in our degrees of belief — that is, we should minimize the
distance between the truth value (0 or 1) of a proposition and the degree of
belief we assign to that proposition. He then proves that looking at additional
evidence will minimize expected error. For our purposes, we might consider
an agent analogous to the risk avoidant agent, say, an agent who cares about
minimizing risk-weighted expected error: such an agent would be an analogue
of a risk-weighted expected utility maximizer; she would weight the maximum
possible error more heavily than does the expected error minimizer. We might
then ask whether there are situations in which this agent would do better to not
look for further evidence. The second way to go about answering this question is
to adopt a “full belief” picture, in which the options are fully believing X, fully
believing ∼X, and withholding belief. This would take us into a discussion of the
relationship between full belief and partial belief. One natural way to proceed
would be to assign a utility to each of these states given that X is true and given
that X is false (perhaps, following William James, these values could depend
on the value to the agent of knowing truth and that of avoiding error); and
then to consider whether there are situations in which not looking for evidence
maximizes REU relative to these utility values and one’s degrees of belief.
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51. As support for this, Horwich argues that if we suppose that the logical probability
of H, given E, is x (where “logical probability” is a weak version of logical
entailment), then if E is our total evidence, it follows that we should have degree
of belief x in H. Horwich (1982), p. 123. Horwich does not explicitly say why this
makes what I call USE-E trivially true, but I interpret him to mean that since
the only way to guarantee that our degree of belief in H will be x is to use all of
our evidence in forming our beliefs, we should use all of our evidence.

52. It is worth noting that Feldman (2000) disagrees. He argues that epistemic
rationality is a synchronic notion: one is epistemically rational just in case one
adopts the doxastic attitude supported by one’s current evidence. Therefore,
looking for additional evidence is not the kind of action that can be assessed as
epistemically rational or irrational.
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